Abstract—In this paper, we review the current status of the hybrid silicon photonic integration platform with emphasis on its prospects for increased integration complexity. The hybrid silicon platform is maturing fast as increasingly complex circuits are reported with tens of integrated components including on-chip lasers. It is shown that this platform is well positioned and holds great potential to address future needs for medium-scale photonic integrated circuits.

Index Terms—Hybrid silicon platform, integrated optoelectronics, optoelectronic devices, semiconductor lasers, silicon-on-insulator (SOI) technology, silicon photonics.

I. INTRODUCTION

The prospect of medium- and large-scale integration is a major driver for research on silicon photonics in the silicon-on-insulator (SOI) platform. The SOI fabrication infrastructure is compatible with CMOS technology and hence is highly accurate and mature, leading to a robust, high yield and reproducible technology and hence performance. Photonic integrated circuits (PICs) in the SOI platform can be and have been made on large 200-mm diameter wafers and this allows for low cost and high volumes. SOI-based PICs operate in the telecommunication windows around wavelengths of 1.3 and 1.55 μm, so prime application candidates are telecommunication and interconnects [1].

The SOI platform offers an almost complete suite of photonic components, including filters, (de)multiplexers, splitters, modulators, and photodetectors (PDs) [2]. Silicon modulators generally make use of the free-carrier plasma dispersion effect. Mach–Zehnder interferometric (MZI) and ring-based modulators have been reported [3]–[5]. Under forward bias, speeds of 18 Gb/s using pre-emphasis have been obtained [6], [7]. Under reverse bias, bandwidths up to 30 GHz were shown [8]–[10]. Strained germanium and silicon germanium are also compatible with the CMOS fabrication technology, and these materials further increase the possibilities. Since their bandgap can be pushed into the 1.55-μm wavelength regime, these materials enable electroabsorption modulators (EAMs) and PDs [11], [12]. By using band engineering, germanium can also be used as a laser gain medium. First results have been obtained with germanium-on-silicon lasers, but the efficiency is still too low to be of practical interest [13]. Electrically pumped efficient sources on silicon remain a challenge and an overview of the numerous efforts is presented in [14].

Heterogeneous integration of III/V materials such as indium phosphide (InP) gives the SOI platform access to the complete suite of high-speed and efficient III/V-based photonic components. These InP-based components include electrorefractive modulators that operate in the 40–80 Gb/s range at efficiencies of around 1 V-mm [15]–[17] and EAMs with bit rates well above 100 Gb/s [18], [19]. III/V PDs have shown operation bandwidths into the hundreds of gigahertz regime [20]. Laser diodes and semiconductor optical amplifiers (SOAs) finally have been widely available in various III/V material systems and have been the first choice for efficient and low-cost systems where single-mode or tunable sources are required.

The hybrid silicon platform heterogeneously integrates III/V functionality on the SOI platform by means of molecular wafer bonding [21]. Hybrid silicon III/V waveguides have the functionality of the III/V epitaxial layer, e.g., gain, high-speed modulation, or photodetection, but are still located on an SOI wafer. The active III/V components can be fabricated with lithographic precision and alignment accuracy, thereby enabling large-scale integration. This is done in a back-end process after the SOI fabrication at temperatures of 350 °C maximum. This means that contamination of a CMOS foundry is avoided and the III/V fabrication process is in principle fully compatible with the SOI CMOS fabrication process. The hybrid silicon platform combines the maturity and scale of CMOS processing and SOI photonics with essential III/V functionality and as such is unique and well positioned for medium-scale photonic integration, with tens to hundreds of integrated components.

The rationale for photonic integration is manifold. Integration offers a reduction in size, weight, and power consumption (SWaP), increases yield and reliability, and allows for...
large volume manufacturing at low cost. Packaging costs are reduced since optical and electrical interfaces are minimized. Telecommunications and interconnects are clear drivers for photonic integration for reasons of bandwidth and energy-efficient operation [22]. Photonic technologies have all but replaced electronics in the longer link lengths and are key enablers for future exascale datacenters. But photonic integration is also making an impact or has this potential in other fields. Ubiquitous sensor networks, point-of-care medical diagnostics, turn-key and compact instrumentation, spectroscopy and (biomedical) imaging solutions, and high-accuracy metrology will all benefit from photonic integration [23]–[25].

In this paper, we review the current status of the hybrid silicon platform. We focus on the potential for medium-scale integration and show that this platform is suitable and on track to meet current and future demands for medium-scale photonic integration. In Section II, we give an overview of the fabrication technology that enables heterogeneous integration of the required suite of components, such as passive and active silicon and hybrid silicon III/V components. In Section III, we review a set of basic components, such as lasers, SOAs, isolators, and passive components. These components are the building blocks for more complex and functional PICs. In Section IV, we show the current status of fully integrated PICs by reviewing a set of examples. We conclude this paper in Section V with a discussion on the current position of the hybrid silicon platform and the prospects for the future.

II. TECHNOLOGY PLATFORM

The integration of active III/V-based components with silicon photonics on a silicon substrate requires an approach that accommodates the large mismatch in lattice constants and thermal expansion coefficients. Low-temperature wafer bonding techniques are a promising approach to overcome these issues [26], [27]. The hybrid silicon platform we developed makes use of covalent wafer bonding. Alternative approaches based on adhesive bonding [28] and bonding after silica planarization [29] show equally promising results. In these approaches, the additional thermal bottleneck can be circumvented by minimizing the thickness of the layer separating the III/V and the silicon. Techniques that make use of the epitaxial growth of III/V on silicon are an interesting option, but the required thick buffer layers are still a bottleneck for further integration [30].

A schematic of the hybrid waveguide cross section is shown in Fig. 1. The optical mode is laterally confined by the silicon waveguide and couples evanescently to the III/V slab. By decreasing the waveguide width, the mode is pushed up and the confinement within the active layer increases. For example, high-gain elements can be designed by decreasing the silicon waveguide width. High-saturation power gain elements on the other hand can be designed by increasing the waveguide width. This is a unique feature of the hybrid silicon platform as presented here. Further design and fabrication details can be found in [31] and [32]. Alternative hybrid waveguide designs can be found, e.g., in [33], where the optical mode almost fully resides in the III/V section. In this design, the mode and injection current are both guided by the relatively narrow p-InP mesa, thereby decreasing the threshold current. The hybrid waveguide designs presented here can in principle be as efficient as any monolithic single-mode InP-based laser diode, having topside n-contacts, if the buried-oxide thermal bottleneck can be minimized, as discussed later.

The optical properties of the hybrid waveguide depend on the bandgap of the III/V active region. SOAs and lasers can be made for both telecom bands centered around 1300 and 1550 nm using InP-based material. Both AlGaInAs- and InGaAsP-based quantum wells (QWs) have been considered [34]. By careful tuning of the bandgap, EAMs, phase modulators (PHMs), and passive waveguides can be made in this way. High-speed and high-responsivity PDs can be made using a bulk active layer.

Complex hybrid silicon PICs, however, will require any combination of such functionalities on a single silicon chip. A minimum required set would consist of sources (lasers or LEDs), SOAs, PHMs, PDs, and passive waveguide circuitry. EAMs can in principle be replaced by Mach–Zehnder modulators based on PHMs. There are several approaches available for the hybrid silicon platform, which can combine III/V photonics with silicon photonics. In the following, we discuss four approaches that were pursued to successfully integrate a combination of functionalities. First, we discuss tapered mode converters that allow for the combination of a hybrid waveguide with passive silicon waveguides and components. Second, we discuss briefly the possibilities of combining active silicon with hybrid silicon. Third, we discuss quantum-well intermixing (QWI) techniques that allow for the combination of multiple bandgaps in the hybrid section. And as a final technique, we briefly review the work on selective die bonding, where dies from different epitaxial wafers are bonded to the silicon wafer, for maximum flexibility and performance.

A. Tapered Mode Converters—Integration With Passive SOI

To integrate hybrid silicon components with passive SOI components, the optical mode as shown in Fig. 1 should be converted to a mode that resides solely in the SOI waveguide. Tapered mode converters can be used to adiabatically transform the mode, i.e., without exciting higher order transverse modes. These have been successfully implemented in various designs to combine, e.g., SOAs with arrayed waveguide grating multiplexers (AWGs) [35], [36]. It is not trivial though to evaluate taper performance, since part of the transition loss will be due to mode mismatch and radiation losses and part of the performance will depend on the electrical pumping, since it is part of an active section.
Fig. 2. Type 1 and Type 2 tapers showing the silicon waveguide (gray), n-InP (light blue), SCH layer containing QWs (green), and p-InP top cladding (dark blue). Taper start offsets are indicated.

Fig. 3. SEM pictures of (a) Type 1 and (b) Type 2 tapers.

To investigate taper performance in more detail, tapers were fabricated where the bandgap of the QWs was shifted to 1.40 μm, i.e., well below the wavelength of 1.55 μm used for characterization. By doing this, QW absorption and the need for electrical pumping were eliminated. Two taper designs were studied, each fabricated using three etch levels, as shown in Fig. 2. In Type 1 tapers, the silicon waveguide is tapered out to 2 μm where the III/V taper starts. Tapering of the p-InP layer starts almost immediately after the start of the other two taper levels, allowing a 1.2-μm margin of the n-InP and SCH levels for fabrication tolerance purposes. The designed taper tip width is 0.5 μm, as limited by lithographic resolution. This taper has been used in [35]. In [36], a Type 2 taper was used, where the mode is more gradually converted from the silicon mode to the hybrid mode. To vary the overlap of the hybrid mode with the QWs, two different widths of silicon waveguide in the hybrid section were used, namely 1.0 and 1.5 μm. This is realized by tapering the silicon width from 2.0 μm down over the length of the III/V taper. More details about the designs can be found in [37] and [38].Fig. 3 shows top-view SEM pictures of the realized tapers.

Taper losses and mesa propagation losses are then extracted by measuring propagation losses through devices with varying lengths and repeats. In Fig. 4(a), the transmitted power as a function of hybrid device length is plotted. A linear fit through the data gives the hybrid waveguide loss. The offset in Fig. 4(a) and the slope in Fig. 4(b) give the taper losses. The tapers show losses of 0.5 and 0.3 dB per taper transition for the two taper designs presented. These losses are significantly lower than the 1–2 dB coupling loss values that are generally obtained in other hybrid integration approaches [39], showing the clear advantage of this integration approach. Taper reflections on taper Types 1 and 2 were measured to be below −41 dB in both cases.

When the taper is part of an SOA, as is the case in [35] and [36], the QWs inside the taper will have a bandgap with lower energy than the wavelengths of interest. An open question remains as to what extent electrical pumping of the taper can decrease coupling losses. The relatively narrow taper widths will lead to increased sidewall surface recombination, thereby decreasing the gain [40]. This would lead to additional absorption, which can be wavelength dependent. This subject remains under investigation.

B. Integration of Hybrid Silicon With Active SOI

Although III/V-based PHMs and PDs generally have superior performance over silicon- and germanium-based equivalents in terms of speed, there can be huge value in making use of the far more mature silicon CMOS-based fabrication infrastructure [41]. This is obviously the case for PICs where medium-scale integration is required. With the standardization and maturity of silicon photonics, it is an attractive option to combine hybrid silicon SOAs or lasers with active SOI components. This has been successfully realized [42], [43]. In this section, we review briefly some process considerations that were taken into account in the work in [42].

First of all, the process flow needs to be designed in such a way that the thermal budgets of all the steps are compatible. Silicon diodes to be used as PHMs were realized by ion implantation of phosphorus and boron. The doping has to be activated by a high-temperature anneal > 900 °C, which is not compatible with III/V epitaxial material. So this anneal has to be done before wafer bonding.

Since the effect of ion implant on the silicon surface with respect to III/V wafer bonding was not known, implantation and contact formation were done in the etched slab next to the
waveguide only. This means that implantation was only done on recesses in the top surface of the SOI wafer. Any additional roughness that the implantation might cause would thus not be detrimental for wafer bonding. Another way to mitigate this risk is to use selective area die bonding, as explained in [44]. In this approach, the III/V die is only bonded over the areas where SOAs and lasers are designed to be and not over the areas where, e.g., silicon PHMs are designed to be. Care was taken to protect the uncovered area during III/V processing, as explained in [44].

The approach of selective area bonding also allows for defining the silicon metal contacts before III/V bonding. This is especially important as the wafer can stay inside a silicon fab for all the silicon processing and the full III/V process flow can be added as a backend process.

C. QW Intermixing

Various techniques have been developed for InP-based monolithic integration of components that require different bandgaps, e.g., a laser integrated with an EAM. These techniques include butt-joint regrowth, selective area growth, and offset QWs [45]. Fig. 5 shows an overview of these techniques. It can be seen in this schematic that these techniques do not result in a flat wafer surface. This is prohibitive for wafer bonding. QWI on the other hand results in a flat top surface and wafer bonding to an SOI wafer is possible. With QWI a high-temperature anneal drives atomic interdiffusion across the well-barrier interface. The resulting change in concentration profile modifies the potential profile and hence the bandgap.

In [46], a QWI process was reported based on such implant enhanced intermixing in combination with selective removal of an InP buffer [47]. By selectively masking and implanting the QWs, three different bandgaps are created in the wafer. Fig. 6 shows photoluminescence (PL) spectra from the three bandgaps in this study, showing the feasibility of integration of, e.g., SOA, EAM (50 nm blue-shift), and PHM (80 nm blue-shift) components. In [48], a similar approach has been chosen for InGaAsP-based epitaxial material operating at wavelengths around 1.3 μm. Four bandgaps spread over 60 nm were generated across a single chip. Recent results have extended this range to over 100 nm [49].

The QWI is done before wafer bonding takes place, since the high-temperature anneals of around 700 °C would degrade the bonded interface. Bonding of the QWI III/V die to a patterned SOI wafer is then done with controlled alignment and devices can be fabricated as explained previously. The clear advantage of QWI is that different-bandgap components can be combined on a silicon wafer without the need for mode converters that can add losses to the circuit. The mode stays in the hybrid waveguide when, e.g., a laser and a modulator are combined.

D. Selective Die Bonding

Selective die bonding techniques give maximum flexibility as they do not only allow for the combination of different-bandgap hybrid waveguides, but also allow for a combination of components with completely different epitaxial layer stacks. This technique was successfully used to make a fully integrated hybrid silicon triplexer [50], where a 1310-nm laser and 1490 nm/1550 nm PDs were integrated on a single hybrid silicon chip.

The bonding process makes use of a thin and compressible aluminum foil in the bonding fixture to compensate for the thickness differences (typically tens of microns) between the different III/V dies. Fig. 7 shows an overview of the bonding process. Fig. 7(d) shows the successful bonding of two laser and one PD III/V films integrated on an SOI chip after substrate removal [50].
parameters, such as etch depths, to minimize the total number of fabrication steps. Also during processing, protection of the uncovered SOI circuitry between the bonded III/V dies has to be taken into account [44]. The major drawback of this approach is that the combination of components requires mode conversion to the passive interconnecting silicon waveguide. This adds two (tapered) mode converters per transition and hence increases the link losses.

E. Summary

In the previous discussion, we have shown that medium-scale integration is in principle possible in the hybrid silicon platform. The combination of active and passive SOI components is enabled by tapered mode converters. The combination of different-bandgap components is enabled by QWI. And finally, the combination of components that require a different epitaxial layer stack is enabled by selective die bonding and with the help of interconnecting silicon waveguides. These techniques have all been successfully implemented to realize a large variety of hybrid silicon chips.

III. HYBRID SILICON PLATFORM BUILDING BLOCKS

Since the first report of the electrically pumped hybrid silicon laser [31], a full suite of hybrid silicon III/V components has been developed. For an overview, we refer to the work in [1], [32], and [51]. In the following, we report the most recent results on components that are made in the platform as described in Section II. Since these components have similar fabrication technologies, they can in principle be used to build larger-scale PICs. As such, these results are indicative for the near-future possibilities for hybrid silicon PICs.

The results reviewed here include the recent work on sources, amplifiers, and modulators. We also review results on platform compatible polarization components and optical isolators. Finally, we show that with a novel integration approach, silica-based components can be made compatible with the hybrid silicon platform.

A. Sources

On-chip sources need to be efficient, emit the optical power and wavelength required for the application, and ideally can operate uncooled in elevated-temperature environments, e.g., close to or on a CPU processor. Eliminating thermoelectric coolers significantly increases wall-plug efficiency. All-hybrid lasers have shown operation at temperatures up to 105 °C [52] and with output powers up to 45 mW [53]. Improved thermal impedance can be achieved by thermal shunts [54] and/or by silicon-on-diamond substrates [55]. Also, flip-chip bonding techniques can be considered.

1) DFB Lasers: Quarter-wavelength-shifted hybrid silicon DFB lasers operating at a single frequency with over 50 dB side-mode suppression ratio (SMSR) and a linewidth of 3.6 MHz were reported in [56]. However, the high intensity concentrated at the phase-shifted region of the cavity limits its performance because of spatial hole burning. To avoid this problem, DFBs with longer phase shift lengths, i.e., 60 and 120 μm, were realized [57]. A schematic is shown in Fig. 8. The grating length \( L \) was also varied and hence the grating reflectivity as expressed by the \( \kappa L \) product, where \( \kappa \) is the grating strength or coupling constant, i.e., the reflection per unit length.

Fig. 9 shows the theoretical and experimental values of threshold current and maximum output power versus \( \kappa L \). The threshold decreases to a minimum value and then grows with reducing total device length. Similarly, the output power increases at the optimum value and then falls off. These results indicate that higher power extraction and differential quantum efficiency can be achieved by having large phase-shift lengths and lower \( \kappa L \) products. The SMSR in all these lasers was better than 40 dB. However, devices with increased phase shift length are more prone to mode hopping. The thermal impedance decreased for the longer phase shift lengths. Simulations using realistic parameters [58] show that sub-1 mA threshold currents at reasonable output power levels of \( \sim 0.1 \) mW can be achieved when these lasers are reduced in length to about 10-μm length. This goes up to 1 mW at 3 mA injection current. High reflectivities can be obtained by using grating mirrors or ring or disk configurations. Critical design parameters are the minimization of free-carrier losses and diode electrical resistance, and the optimization of injection efficiency and confinement factor.

The question is then whether these hybrid silicon III/V lasers can have similar reliability as their III/V counterparts. A reliability study was done [59] using these quarter-wave-shifted DFB lasers. The effect of the superlattice between the III/V diode structure and the bonded interface was investigated. The superlattice blocks defects originating from the bonded interface from migrating to the QWs. These defects would create carrier recombination centers in the QWs, which in turn would degrade laser performance. Devices containing an unstrained and strained (−1% well, 1% barrier) superlattice were
compared to control devices without a superlattice. Fig. 10 shows a typical aging result. The diodes with a superlattice showed no significant degradation in threshold current after 5000 h of aging even at 70 °C. On a couple of devices that showed degradation, a sublinear fit was used, and a degradation of 50% in threshold current at 70 °C is estimated to take ∼40 000 h. No significant difference between devices with and without strain in the superlattice was observed.

2) Extended-Cavity Hybrid Silicon Colliding-Pulse Mode-Locked Laser: Mode-locked lasers (MLLs) can be used as on-chip pulse or (WDM) comb sources. As such they complement single-wavelength DFB lasers in functionality. Extended-cavity designs, i.e., configurations where part of the lasing cavity is passive, have advantages over all active cavities in terms of low-noise performance and further integration on a PIC. An extended-cavity hybrid silicon MLL was reported in [60]. The design is a colliding-pulse MLL, which avoids having to place the saturable absorber (SA) at a facet or DFB mirror, as shown in Fig. 11. In this realization, the diced and polished silicon facets act as the laser mirrors.

The lasing spectrum in Fig. 11(b) shows colliding pulse operation. For this operating point, the single-sided output power is around 1 mW. The lasing modes are spaced at 18.32 GHz, which is twice the fundamental cavity roundtrip frequency. Analysis of the radio-frequency spectrum shows a 250-kHz 3-dB width of the 18.32 GHz peak. The fundamental frequency of the cavity at 9.16 GHz is suppressed to 30 dB below the second harmonic. No direct evidence of reflection due to the tapers is observed. This approach will allow further integration of MLLs with passive silicon photonic devices, e.g., by using grating-based mirrors.

B. Optical Amplifiers

1) Hybrid Silicon SOA: An integrated SOA depends strongly on low-loss and low-reflection mode converters, as discussed previously. Reports on hybrid silicon SOAs have not been as extensive as the work on lasers. In [61], an SOA is used as a preamplifier, as shown in Fig. 12. The transition between the passive silicon waveguide and the hybrid waveguide of the amplifier is formed by tapers. For a 1.2-mm-long structure, the maximum gain is 9.5 dB at 300 mA. More recent work shows a significant improvement in SOA gain. A peak gain of 19 dB/mm at a wavelength of 1560 nm is observed at an injection current density of 5 kA/cm² [44].

2) Hybrid Silicon 2R Regenerator: As the serial integration of components in PICs increases, integrated optical regenerators become increasingly important. One interesting approach is a 2R regenerator based on an SOA in series with an SA. A concatenated array can be considered for improved performance [62]. The concept is based on the fact that the signal (“1”) can saturate the SA while the noise in the “0” level will be absorbed by the SA. In the work in [63], an SA was formed by proton implant of the QWs with a dose of ∼10¹⁴ cm⁻². A picture and schematic of the device are shown in Fig. 13. It consists of a 1-mm-long hybrid SOA containing a 20-μm-long implanted SA section and
Fig. 14. (a) Transfer curves of the SOA (injected current 90 mA) and SOA with integrated SA (injected current 140 mA). (b) Eye diagram of the SOA output signal (injected current 100 mA). An extinction ratio of 6.7 dB is measured. (c) Eye diagram of the SOA with integrated SA (injected current 100 mA). The extinction ratio increased to 10.5 dB.

The transfer curve of the 2R regenerator is shown in Fig. 14(a) with a 1-mm-long SOA curve for reference. As can be seen, the 2R regenerator should be able to suppress noise at the “0” level for signal input powers around $-15$ dBm. Eye diagrams for a 1 Gb/s predistorted input signal are shown in Fig. 14(b). A 3–4 dB improvement of the output extinction ratio was observed.

C. High-Speed Electroabsorption Modulators

High-speed modulators are key enablers for high-bandwidth interconnects and microwave photonics. In the following, we describe three realizations in more detail. In [64], an EAM with a traveling-wave (TW) electrode design operating at 1.55-μm wavelength was reported. The TW electrode design overcomes the RC-limit due to a distributed circuit configuration, as shown in the schematic in Fig. 15(a). This device has a compact footprint of 240 μm × 430 μm. The TW-EAM optical insertion loss is 5 dB. For wavelengths around 1550 nm, over 11 dB extinction ratio is achieved for a voltage change from $-2$ V to $-4$ V. A 3 dB bandwidth of 42 GHz was obtained, using a bias voltage of $-3$ V. Large-signal performance was evaluated using an NRZ-PRBS signal with a 2 V swing on the TW-EAM under a $-3$ V bias. As shown in Fig. 16, a clear open eye was observed at 50 Gb/s with a dynamic extinction ratio of 9.8 dB, which is sufficient for practical applications.

A distributed EAM based on an asymmetric segmented electrode was reported in [65] for wavelengths around 1.3 μm. The measured modulation response shows an (extrapolated) 3 dB bandwidth of 74 GHz, as can be seen in Fig. 17. Large-signal measurements showed open eye diagrams at 50 Gb/s. An extinction ratio of 9.6 dB for back-to-back transmission and an extinction ratio of 9.4 dB after 16 km transmission were obtained with a drive voltage of 2.2 V.

To achieve low-energy consumption, lumped modulators with high input impedances are preferable. Ideally, such modulators
have sub-1 V drive voltages and can be driven directly by the logical output of advanced CMOS drivers. Also for applications in high-temperature environments, uncooled operation is important to avoid energy-consuming thermoelectric cooling. In [66], a lumped hybrid silicon EAM was reported with a bandwidth of 30 GHz and 1 V operation. Uncooled operation up to 80 °C was shown at bitrates of 40 Gb/s and with an energy consumption of 112 fJ/bit.

D. Polarization Handling Components

Polarization multiplexing is an attractive way of doubling the capacity of a fiber-based network. For PICs to make use of this approach, on-chip polarization handling is required. But even when the polarization state of the signal is not used in this way, polarization handling can be used to make polarization-transparent PICs by using a polarization-diversity scheme. Recent work on silicon-based polarization components can bring this functionality to the hybrid silicon platform. This study includes polarization beam splitters (PBSs), polarization rotators (PRs), and polarization splitter–rotators (PSRs).

1) Polarization Beam Splitter: PBSs based on an asymmetrical coupling system were reported in [67], which allow for ultracompact, 6.9-μm-long, footprint and broad-band operation of over 160 nm. The asymmetrical coupling system consists of an SOI-nanowire and a nanoslot waveguide, as shown in Fig. 18. The S-bend section allows for a compact mode converter from the nanowire to the slot waveguide. TM polarization couples to the cross waveguide while TE polarization remains in the input waveguide. The extinction ratio is simulated to be over 10 dB.

An even more compact PBS was reported in [68], using a bent coupler, as shown in Fig. 19. Apart from decoupling the two bent waveguides, the S-bend also functions as a TE-pass polarization filter by using a small radius \( R_0 \) (see Fig. 19). This device has a simulated extinction ratio of >10 dB over a broad, 200 nm wavelength range. The design is compact and has large fabrication tolerances of over 60 nm of the width.

2) Polarization Splitter–Rotator: PRs are key components for polarization diversity transmitters and receivers. However, fully integrated PRs are difficult to realize since planar waveguides are generally polarization maintaining. A compact silicon PR with a cut corner was proposed in [69]. This design uses a two-etch-step process. A simpler design using one etch step only was proposed in [70]. This design splits and rotates the polarization simultaneously, as shown in Fig. 20. It consists of an adiabatic taper and an asymmetrical directional coupler, with a total length of less than 100 μm. The adiabatic taper converts the fundamental TM mode to the first higher order TE mode, with an efficiency of close to 100%, using the mode hybridization in the SOI nanowire with air or silicon-nitride upper cladding [71]. The cascaded asymmetrical coupler then couples the first higher order TE mode to the fundamental TE mode in the adjacent waveguide. No mode conversion or coupling takes place for input fundamental TE light.

In summary, these results show that polarization handling on-chip is possible with these silicon-based PBSs, PRs, and PSRs. Their design is simple, their footprint is small, and the fabrication technology is compatible with the process outlined previously, which makes these components promising candidates for adding polarization management to the hybrid silicon platform.

E. Silicon Ring Isolators With Bonded Magneto-Optic Garnets

Integrated optical isolators are becoming increasingly important when larger scale serial integration is required. Reflections and spontaneous emission noise that can be generated further downstream in a circuit can destabilize a laser source. In applications like optical buffers, the unwanted counterpropagating field can be amplified to significant power levels and hence decrease optical gain and signal-to-noise ratio [89]. Integrated isolator concepts that have been reported make use of a magneto-optic material to create a nonreciprocal effect, for example in an MZI configuration [72]. Other options include a gated array of modulators, timed either by a phased drive signal or by self-saturation [73].

Practical ring-based isolators making use of the magneto-optic effect were proposed and realized in [74] and [75]. The isolator of [74] consists of a silicon ring resonator coupled to a
Fig. 21. Schematic of a ring isolator consisting of a ring resonator, a straight waveguide, and a bonded Ce:YIG layer as magneto-optic material: (a) top view and (b) cross section.

Fig. 22. Transmission spectra of the ring isolator with external radial magnetic fields in two different directions: inward (black) and outward (red) directed.

bus waveguide and a bonded magneto-optic cerium-substituted yttrium iron (Ce:YIG) garnet, which has relatively low optical loss in the 1500-nm wavelength regime. A schematic is shown in Fig. 21. An externally applied radial magnetic field breaks the ring symmetry and the passbands for clockwise and counterclockwise propagating TM fields shift in opposite directions, as shown in Fig. 22. When the signal is at an off-resonance wavelength and the counterpropagating reflection is at resonance, the device effectively works as an optical isolator for narrowband signals. An isolation ratio of 9 dB was experimentally obtained. Simulations of such isolators were presented in [76] and show the possibility of obtaining 20 dB isolation in a robust design. The magnetic garnet is bonded to the SOI ring by a low-temperature oxygen plasma-assisted technique [27]. This approach makes this isolator in principle compatible with the hybrid silicon platform.

Further integration will require polarization managing components, such as PRs as described previously, since on-chip lasers and SOAs tend operate with TE polarized light. Alternatively by growing Ce:YIG on the ring inner sidewall, a TE isolator can be made [77]. Another interesting application is to use the ring isolator as a circulator, by adding a second bus waveguide [78].

F. Ultralow Loss Waveguides and Components

Silicon photonics based on the SOI platform has some fundamental performance limitations. First, variations in top-silicon thickness introduce phase errors and will limit the performance of AWGs and ring-filter arrays. Second, the high index contrast between silicon and the cladding material maximizes waveguide scatter loss. And finally, the silicon material nonlinearities, most notably two-photon absorption and the resulting free-carrier absorption, limit the optical powers that the waveguide can handle.

Silica-on-silicon-based photonics, however, is less prone to these limitations. Recent work on Si$_3$N$_4$/SiO$_2$ high-aspect ratio waveguides has led to world-record low-propagation losses of less than 0.1 dB/m [79]. For more compact millimeter-bend radius waveguides, this value is around 3 dB/m [80]. This ultralow loss waveguide (ULLW) platform enables long delay lines, low-loss AWGs [81], high-Q ring resonators [82], and high-extinction ratio waveguide polarizers [83]. Moreover, the low nonlinearity of SiO$_2$ and the relatively large mode sizes allow for high power handling [84].

It is clear that silica-based components would add significantly to the application possibilities of silicon PICs. However, existing integration approaches, such as those reported in [85], are not suitable to integrate ULLWs with silicon photonics. In the approach of [85], the silica waveguide films were deposited on an SOI wafer after the fabrication of silicon waveguides and devices on that wafer, which can, for example, include doping for PHMs. There are two main issues with this approach. First of all, the ULLWs require a thick cladding to avoid coupling to the silicon substrate, which means that coupling from the silicon to silica layer would become unfeasible. Second, ULLWs need to be annealed at temperatures over 1000 °C for several hours to drive out impurity hydrogen. These temperatures are not compatible with the SOI front-end process, e.g., because of dopant diffusion.

Fig. 23 shows the process flow for a novel integration approach that addresses these issues and allows for the integration of ULLWs on a silicon photonics platform [86]. ULLWs are fabricated, polished, and annealed. A thermally oxidized SOI wafer is then bonded using an oxygen plasma-assisted process and an anneal at 950 °C. Hereafter, the silicon substrate is removed using the buried oxide layer as an etch stop. Then, the buried oxide is also removed, leaving a crystalline and flat silicon film on top of the ULLW wafer. Further, SOI photonics processing is then done on a completely flat and clean surface. It should be emphasized that this process flow is fully compatible with the 8″ wafer CMOS fabrication infrastructure and
both ULLW and SOI photonics processing can be done in the same foundry. Coupling between the silicon and ULLW layers is achieved using tapers, as shown in Fig. 24. Coupling losses of $(0.4 \pm 0.2)$ dB per transition with a 20-nm 3-dB bandwidth and losses of $(0.8 \pm 0.2)$ dB per transition with a 100-nm 3-dB bandwidth for two different taper designs have been reported [86]. The ULLW loss for these 100-nm-thick Si$_3$N$_4$ waveguides was 1.2 dB/m at a wavelength of 1590 nm. In principle, this process is fully compatible with the hybrid silicon platform, although the thermal bottleneck is increased due to the thicker layer of oxide. Again, techniques like flip-chip bonding could be considered. Other options are microfluidic microchannel cooling.

IV. HYBRID SILICON PICS

In this section, we review the work on hybrid silicon PICs which combine a variety of components to make highly functional and integrated devices. These PICs are enabled by the technology platform as discussed in Section II and make use of the components, or building blocks, as reviewed in Section III.

A. AWG Multiwavelength Laser

The AWG-based multiwavelength or discretely tunable laser presented in [36] makes use of the integration of hybrid silicon actives with passive SOI-based circuitry. This is the first realization of a device where a silicon AWG is integrated with hybrid silicon SOAs. The mature CMOS technology allows in principle for high-quality and high-resolution AWGs, making this approach interesting for (D)WDM applications that require large channel counts. The layout of this laser is shown in Fig. 25(a) and (b). The AWG has eight channels with a channel spacing of 360 GHz. The 1 mm hybrid silicon SOAs are coupled to the silicon waveguides using a tapered mode converter. By biasing SOAs 1—4 above threshold, four lasing cavities are formed between (diced and polished) facets $f_1$—$f_4$ and the common output facet $f_c$ in Fig. 25(b). Lasing wavelength is determined by the AWG passband. An optical photograph of the fabricated device is shown in Fig. 25(c).

The AWG transmission spectrum in Fig. 26 shows slightly degraded passbands due to exposure of the silicon waveguides to III-V etches, which slightly attacked the silicon, introducing phase errors. All four channels showed lasing, as depicted in Fig. 27, with output powers at the common facet of about 0.3 mW. This power can be almost doubled by applying a high-reflection coating on one side of the chip. Optimum SMSR was found to be 35 dB, as can be seen in Fig. 27. While this device is limited to four channels, it can be easily scaled up to several tens
of channels as mature CMOS-manufacturing technology allows the fabrication of high-quality AWGs on SOI. Moreover, fast tuning, increased side-mode suppression, and decreased mode hopping can be achieved by similar designs that are compatible with this study [87], [88].

B. Optical Buffers

Silicon waveguides have relatively low loss, enabling PICs with relatively long delay lines. One such example is an integrated recirculating optical buffer. In [89], such a device is presented, integrating long passive silicon waveguides with hybrid silicon SOAs. A schematic of this device is shown in Fig. 28. The device has a 9-cm-long delay line and a hybrid silicon gate matrix switch. Optical packets were stored in the delay line until the gate matrix reroutes them to the output. Booster amplifiers in the delay line added gain to overcome the passive losses of the long silicon waveguides. Four buffers can be integrated on a 0.6 × 1 cm$^2$ chip by interleaving the four delay lines. An image of the mounted device is shown in Fig. 29.

The gain of the switch and booster amplifiers can overcome the 15 dB of passive silicon delay line loss. The crosstalk and dc extinction ratio of the gate matrix were measured to be −34 dB and 30 dB, respectively. The performance as a buffer was evaluated with a return-to-zero pseudorandom bit sequence at 40 Gb/s and at 1560 nm. The minimum power penalty with a 1.1 ns delay was 2.5 dB with an input dynamic range of 9 dB. Improved waveguide loss and amplifier gain were reported in [44], which allows for longer buffering times and increased packet size of 40 bytes at 40 Gb/s. Component yield needs to be increased for scaling to larger sizes. Such buffers will provide enough functionality as integrated optical buffers for all optical packet switched networks.

C. 50 Gb/s DQPSK Receiver

The complexity and expensive implementation of advanced modulation methods for optical communication have limited their commercial development. One such technique is differential quadrature phase-shift keying (DQPSK). A DQPSK PIC-based receiver could provide a low-cost and compact solution to next-generation optical communication systems. Such a receiver based on the hybrid silicon platform was reported in [90].

The picture and corresponding mask layout are shown in Fig. 30. The receiver consists of two couplers, two 40 ps silicon delay interferometers including four thermo-optic NiCr phase tuners (one in each branch of the two delay interferometers), and two balanced InGaAs PD pairs. This design corresponds to 25 Gb/s operation for a single branch.

The III/V epitaxial layer stack has a 500-nm intrinsic InGaAs absorbing layer to optimize electrical bandwidth and responsivity [50]. The hybrid PDs have no tapered mode converters to limit the footprint and hence optimize the bandwidth. Instead, they have a 7° angled interface to minimize reflections. The optimum length of these PDs was found to be 30 μm. The responsivity is 0.64 A/W at wavelengths around 1550 nm and the electrical 3 dB bandwidth is over 20 GHz. Successful demodulation of a 25 Gb/s DPSK single-polarization TE signal by a
single branch of the receiver demonstrates the working principle. The transmission results show a bit-error ratio of $10^{-9}$ for a received power of 13.8 dBm. Further integration of a PSR as proposed in [91] could enable a polarization-multiplexed (PM) DQPSK receiver at 100 Gb/s.

D. Beam Steering Chip

Fully integrated optical phased arrays can achieve fast non-mechanical free-space beam generation and beam steering for applications like free-space board-to-board adaptive optical interconnects and LIDAR (light detection and ranging). A silicon-based 2-D beam steering chip was presented in [92]. However, this chip has no source integrated. A hybrid silicon approach allows for the integration of the tunable laser source on-chip. Moreover to boost optical beam power, e.g., LIDAR applications, booster SOAs can also be integrated. The first demonstration of such a chip is shown schematically in Fig. 31 [42]. An on-chip laser is coupled into a booster SOA followed by a $1 \times 8$ MMI-based splitter tree. Each channel has a separate SOA for further power boosting and equalization and silicon diode-based PHMs for phase tuning. These PHMs were operated in forward bias to make use of the thermo-optic effect by resistive heating. The light emits from a surface-grating array. By tuning and adjusting the PHMs, a beam in the far-field was shown to be formed and steered. The device footprint is 16 mm $\times$ 4 mm.

By tuning the phased array, a beam was formed having an angle of 1.8$^\circ$ along the steered axis and 0.6$^\circ$ along the nonsteered axis with 7 dB background suppression. By adjusting the PHMs, 12$^\circ$ beam steering was achieved, as shown in Fig. 32.

E. Hybrid Silicon CWDM Source Using QWI

The design of a WDM transmitter reveals a major limitation of most PIC platforms. The spectral range available for gain is restricted by the single bandgap QW design in the III/V layer stack. This can be a severely limiting factor in DWDM, especially in the case of coarse WDM transmitters where channel spacing is typically 20 nm. This limitation can be overcome in the hybrid silicon platform by either selective die bonding or QWI, as explained in Section II. QWI is the technique of choice for high density integration where devices with different bandgaps are closely interleaved. Moreover, selective die bonding becomes increasingly complex and hence costly when a larger number of bandgaps are required.

Using QWI, an array of distributed-feedback lasers (DFB) lasers for CWDM was reported [49]. Intermixing of InGaAsP QWs was used to generate four bandgaps spanning over 100 nm. This increase in gain bandwidth was then used to realize a broadband laser array on a single hybrid silicon chip. A picture of the full chip is shown in Fig. 33. The DFB lasers have lengths of 300 and 500 $\mu$m and have a quarter-wavelength shift. The grating pitch was varied from 185 to 230 nm to cover the optical spectrum from 1200 to 1500 nm. Backside PDs with the same cross section as the DFB lasers are integrated to allow for on-chip characterization.

Fig. 34 shows the lasing spectra of DFB lasers over all four bandgaps. Nine lasers spaced at $\sim$25 nm cover the entire O and E band from 1250 to 1450 nm. The DFB lasers exhibit a threshold current variation of 30–90 mA, which could be reduced by better control of bandgap placement during intermixing. At 20 $^\circ$C, the maximum output power detected by on-chip PDs is about 2 mW. The SMSR is better than 30 dB. This approach could provide the spectral room necessary for scaling up of multichannel transmitters for terabit applications.

Arrays of eight EAMs integrated with DFB lasers and PDs were also integrated using QWI to shift the bandgap.
Fig. 34. Spectra of DFB lasers over four QWI bandgaps (1–4) operating at 150 mA.

Fig. 35. (a) Schematic of the approach to integrate the CMOS IC with the PICs. (b) Process flow for the integration of the CMOS chip intimately with the photonics substrate [95], [96]. (c) Microscope picture of CMOS integration into a hybrid silicon PIC [97].

Bandwidths over 30 GHz were measured across a 30-nm wavelength range with $V_{pp}$ of 0.63 V at $-2$ V bias [93].

F. Integration With CMOS Electronics

To lower the cost and the energy consumption of PICs, close integration with CMOS driving electronics is required. In [94], a low-power high data rate optical packet switch for data center switching applications was reported. A hybrid silicon MZI-based optical chip was integrated side by side with a 0.13-μm CMOS driver IC. The PIC and electronic IC were connected by wirebonds and achieved 5 ns switching times at 250 μW power consumption.

Further integration can be achieved with the method presented in [95] and [96] and schematically shown in Fig. 35(a) and (b). A cavity was etched in the fully processed PIC and the electronic IC was placed in this cavity. The PIC wafer and the IC were then flipped on a support wafer to ensure that the processed surfaces were leveled. The chips were then bonded to a carrier wafer using benzocyclobutene. Electronic interconnects between PIC and electronic IC can now be defined lithographically on the flat surface. An example picture of CMOS integration into a hybrid silicon PIC is shown in Fig. 35(c). This approach overcomes the issue of PICs generally having a significantly larger footprint than electronic ICs, making monolithic integration on the same silicon substrate unattractive.

V. CONCLUSION

In this paper, we have reviewed the status of the hybrid silicon platform. The technology platform is well able to integrate silicon passives and actives with hybrid components using low-loss and low-reflectivity tapered mode converters and selective area bonding. Hybrid components that require different bandgaps, such as lasers, EAMs and PHMs, can be integrated using an additional QWI step, which is done prebonding. Finally, when completely different III/V epitaxial layer stacks are required, e.g., when lasers and SOAs have to be combined with high-speed and high-responsivity PDs, selective die bonding can be used. All these techniques are compatible with each other, meaning that the hybrid silicon platform has full access to all these components.
Recent developments show the future possibilities for complex hybrid silicon PICs. Broadband and reliable DFB laser arrays and MLL-based comb lasers enable high-capacity WDM transmitters in this platform, thus increasing the limits for parallel integration of components. SOAs and 2R regenerators are essential building blocks for serial integration, when losses have to be compensated while a signal travels through multiple components in a PIC. High-speed modulators are key enablers for applications of PICs in fields like advanced instrumentation and microwave photonics. Higher integration density will be enabled by miniaturization of components, such as microring lasers [98], [99], [103], [104]. Such lasers are expected to be able to operate at threshold currents below 1 mA [98]. For disk lasers, these low threshold currents have already been reported [100]. We further recognize that with increasing integration density, optical isolation becomes a necessity and we presented a compatible silicon ring-basedisolator. Finally, the coupling of silicon to the ULLW platform will open up a plethora of possibilities where the hybrid silicon PICs can get access to meter-length delay lines, narrow-band filters in the megahertz range, and multiplexers with large channel count and narrow channel spacings.

The overview of medium-scale integrated PICs shows how the hybrid silicon platform has matured since its conception in 2006. To show the rate of progress more clearly, we plot in Fig. 36 the PIC complexity on a timeline, thereby following the outline and conventions laid out by Smit et al. [101]. It can be observed that InP-based monolithic integration has increased its complexity over the last two decades. Hybrid silicon PICs are catching up fast. There seem to be three major factors for this. First, hybrid silicon photonics can make use of the mature CMOS fabrication infrastructure for at least part of the process flow. Second, the hybrid silicon platform builds on the already existing knowledge of III/V-based photonics and rapidly incorporates that into the platform. And finally there is an early adoption by industry, with companies like Intel, HP, and Aurrion being active in this field and developing the technology. With these players, it seems likely that the first commercial implementation of hybrid silicon PICs will be in the field of optical interconnects, e.g., in datacenters [43].

Looking into the future, the question at hand is whether the hybrid silicon platform will be the platform of choice for complex PICs. Judging by an extrapolation of the data in Fig. 36, one can argue that the hybrid silicon platform will catch up with the monolithic InP-based PIC platform before 2020. Obviously, this is speculative and assumes that trends of increasing complexity will continue.

That will happen though if there are sufficient drivers. This seems to be the case since long-term requirements for cost, size, and power reduction of high-speed transceivers will lead to a broad demand for photonic integration [105]. In future terabit Ethernet applications, fully integrated solutions will become the technology of choice. Compared with InP-based PICs, hybrid silicon PICs offer the advantage of economies of scale. Current volumes do not seem to justify the choice for hybrid silicon PICs yet. However, when datacom, with volumes of 100 ks to 1 Ms per year, moves into the hundreds of gigabit or even terabit range, this volume increase of two orders of magnitude might well tip the balance toward hybrid silicon approaches, with their 300-mm silicon substrates and CMOS-compatible fabrication technology and the trends show that both academia and industry are well positioned to deliver.

ACKNOWLEDGMENT

The authors would like to thank B. Koch, G. Fish, E. Norberg, and A. Fang of Aurrion; M. Paniccia, R. Jones, and M. Sysak of Intel; D. Liang and R. Beausoleil of Hewlett Packard; A. Yariv of Caltech; D. Dai of Zhejiang University; L. Theogarajan, A. Sodhi, L. Chen, D. Blumenthal, L. Coldren, and J. Peters of UCSB for helpful discussions.

REFERENCES


Martijn J. B. Heck (S’04–M’09) received the M.Sc. degree in applied physics and the Ph.D. degree from the Eindhoven University of Technology, Eindhoven, The Netherlands, in 2002 and 2008, respectively. From 2007 to 2008, he was a Postdoctoral Researcher at the Communication Technology: Basic Research and Applications Research Institute, Eindhoven University of Technology, where he was involved in the development of a technology platform for active–passive integration of photonic integrated circuits. From 2008 to 2009, he was with the Laser Centre, Vrije Universiteit, Amsterdam, The Netherlands, where he was involved in the development of integrated frequency-combs generators. He is currently an Associate Director of the Silicon Photonics Center, University of California Santa Barbara, Santa Barbara, where he is involved in photonic integrated circuits based on the heterogeneous integration of silicon, silica, and III/V photonics.

Jared F. Bauters (S’07) received the B.S.E.E. degree from the University of Notre Dame, Notre Dame, IN, in 2008, and the M.S.E.E. degree from the University of California Santa Barbara (UCSB) Santa Barbara, in 2010. He is currently working toward the Ph.D. degree at UCSB. His research interests include the design, fabrication, and characterization of optoelectronic devices using an integrated silicon and ultralow-loss, silica-based planar waveguide platform.

Michael L. Davenport (S’10) received the Undergraduate degree in optical engineering from the University of Alabama, Huntsville, in 2007, and the Masters degree in electrical engineering from the University of California Santa Barbara, Santa Barbara, in 2009, where he is currently working toward the Ph.D. degree in electrical engineering.

His current research interests include low-noise mode-locked lasers for applications in optical networks.

Jonathan K. Doylend received the Ph. D. degree in engineering physics from McMaster University, ON, Canada. His doctoral research included the characterization of defect-mediated absorption in silicon waveguide photodetectors and integration of these photodetectors with ring resonators and interferometers for wavelength selective detection and active feedback control. Since 2011, he has been a Postdoctoral Scholar at the University of California Santa Barbara, Santa Barbara, where his research interests include chip-scale free-space beam steering and high-Q ring resonators. He is a recipient of the Alexander Graham Bell Canada Graduate Scholarship and the NSERC Postdoctoral Fellowship, both from the Natural Sciences and Engineering Research Council of Canada.

Siddharth Jain (S’07) received the B.E. degree in electrical engineering from Anna University, Chennai, India, in 2007 and the M.S. degree in electrical and computer engineering from the University of California Santa Barbara, Santa Barbara, in 2009, where he is currently working toward the Ph.D. degree in electrical and computer engineering.

His research interests include photonic integration on the hybrid silicon platform and quantum well intermixing technologies.

Sudharsanan Srinivasan (S’09) received the Bachelor’s degree with specialization in engineering physics from the Indian Institute of Technology Madras, Chennai, India, in July 2009. He is currently working toward the Ph.D. degree at the University of California Santa Barbara, Santa Barbara, CA. His research interest includes silicon photonic integrated circuits.

Yongbo Tang received the B.Eng. degree from the Department of Optical Engineering, Zhejiang University, Zhejiang, China, in 2005, and the Ph.D. degree from the Royal Institute of Technology (KTH), Stockholm, Sweden, in 2010.

From 2011 to 2012, he was a Postdoctoral Researcher at the Department of Electrical and Computer Engineering, University of California Santa Barbara, Santa Barbara, CA, where he was involved in research on hybrid silicon modulators and optoelectronic oscillators. He is currently with OneChip Photonics, Inc., Ottawa, ON, Canada. His research interests include low-cost, high-speed photonic integrated circuits and related applications.

John E. Bowers (F’93) received the M.S. and Ph.D. degrees from Stanford University, Stanford, CA.

He is a Professor in the Department of Electrical and Computer Engineering, University of California Santa Barbara, Santa Barbara, where he is the Fred Kavli Chair in Nanotechnology and the Director of the Institute for Energy Efficiency. He was also with AT&T Bell Laboratories and Honeywell. He has authored or coauthored eight book chapters, 450 journal papers, and 700 conference papers. He holds 52 patents.

Dr. Bowers is a member of the National Academy of Engineering, and a Fellow of the Optical Society of America (OSA) and the American Physical Society. He received the OSA/IEEE Tyn dall Award, the OSA Holonyak Prize, the IEEE LEOS William Streifer Award, and the South Coast Business and Technology Entrepreneur of the Year Award. He received the EE Times Annual Creativity in Electronics Award for Most Promising Technology for the hybrid silicon laser in 2007.