Title
Perception of Fricatives by Dutch and English Speakers

Permalink
https://escholarship.org/uc/item/9sf875pc

Journal
UC Berkeley PhonLab Annual Report, 3(3)

Authors
Johnson, Keith
Babel, Molly

Publication Date
2007
Perception of fricatives by Dutch and English speakers

Keith Johnson and Molly Babel
University of California, Berkeley

Abstract. Two speech perception experiments explored the physical and linguistic bases of phonetic similarity. Because phonological features are grounded in phonetic similarity, these experiments were thus an exploration of the phonetic bases of distinctive features. Experiment 1 found that Dutch listeners rated [s] and [ʃ] as more similar to each other than did American English listeners. We attributed this to a pattern of alternation in Dutch phonology involving these sounds. Experiment 1 also found that Dutch listeners rated [θ] and [s], and [θ] and [ʃ] as more similar to each other than did American English listeners. We attributed this to the lack of [θ] in the Dutch inventory of native sounds. Experiment 2 found that Dutch and American English listeners did not significantly differ from each other in a speeded discrimination task with the same stimuli as experiment 1. Reaction times in experiment 2 were highly correlated with the rating data of experiment 1 (r = -.86 to -.96) indicating that the general pattern of response in experiment 1 was based on auditory similarity, with language-specific effects superimposed on the general pattern. We conclude that phonetic similarity, a base of phonological features, is comprised of three components: (1) auditory similarity, (2) phonetic inventory, and (3) language-specific patterns of alternation.

1. Introduction

This is a paper about phonetic similarity. By “phonetic similarity” we mean a psychological phenomenon - something like “the subjective experience of linguistic sound similarity” - which is no doubt related to physically measureable acoustic, visual, or motor aspects of speech sounds; but which also may be derived from the listener’s experience of the sounds of language. We will argue on the basis of data from two cross-linguistic speech perception experiments, that phonetic similarity is a product both of the physical aspects of sounds and of the linguistic patterning of sounds. This research is relevant to distinctive feature theory because phonological features are grounded in phonetic similarity. Phonetic similarity is relevant in the poetic use of language to determine near-rhymes (Steriade, 2003), sound change is influenced by the perceptibility of the sounds involved in the change (Hume & Johnson, 2001), and synchronic phonological patterns
are influenced by phonetic similarity (e.g. Hanson, 2001; Frisch et al. 2004; Rose & Walker, 2004).

It makes sense then to suppose that distinctive features are grounded (Archangeli and Pulleyblank, 1994; Steriade, 2001) in the physical phonetic properties of speech sounds - acoustic, visual, and motor. However, a universal phonetic (Chomsky & Halle, 1968) grounding is implausible because phonetic realization is language-specific (Ladefoged, 1984) and thus the phonetic basis of particular phonological patterns are language specific (Johnson, 1994), and the particular system of contrasts within a language influences phonetic/phonological similarity (MacKenzie, 2005).

Our results suggest that phonetic similarity, as reflected in listeners’ explicit judgements of sound similarity, derives from at least three sources of subjective similarity. The first of these is the psychophysical similarity of actual speech sounds in the human auditory, visual and motor sensory systems. The second source of similarity derives from the inventory of contrasts in the listener’s native language, where the range of phonetic variation covered by a sound in the inventory may be more than one sound in a second language (see Werker & Tees, 1984; Kuhl et al, 1992; Best et al., 2001). For example, the Polish fricatives [ʂ] and [ç] both sound like [ʃ] to speakers of American English and this influences the relative perceptibility of the contrast for Polish and American English listeners (McGuire, 2007). Lastly, the pattern of phonological alternations in the listener’s native language leads to greater or lesser subjective phonetic separation of sounds as these sounds participate in phonological alternations. For example, [d] and [ð], while perfectly distinguishable are rated as sounding more similar to each other by Spanish speakers (for whom [ð] is related to [d]) than they are by English speakers (Boomershine, et al., in press). Before we turn to the experiments that led us to this view of phonetic similarity let us review some of the speech perception literature that serves as background for this work.

Many studies of cross-linguistic speech perception have examined the consequences of a lack of contrast in a language. For example, Japanese listeners’ behavior with the English /r/-/l/ contrast has been the focus of numerous studies (Goto, 1971; Miyawaki et al. 1975; McKain et al. 1981; Strange & Ditman, 1984; Logan et al., 1991; Yamada et al., 1992; Lively et al., 1993; Flege et al., 1996). Perception of the English voicing dimension (cued by aspiration noise in the onset of stressed syllables) has also been studied in French/English bilinguals (Caramazza et al., 1973) and Spanish speakers (Elman et al., 1977; Williams, 1977). Similarly, Terbeek (1977)
studied cross-linguistic differences in vowel perception in a classic comparison of inventory effects on speech perception.

A few other studies have also explored the perceptual consequences of allophony (Gandour, 1983; Dupoux et al., 1997; Harnsberger, 2001; Hume & Johnson, 2003; Huang, 2004; Boomershine et al., in press). For example, Boomershine, et al. (in press) investigated the perception of [d], [ð], and [r] by speakers of Spanish and English. In English, [r] and [d] may alternate with each other (e.g. [d] in “odd” and [r] in “odder”) while [ð] does not alternate with either.\footnote{Manuel & Wyrick (1999) found that [d] and [ð] do alternate with each other in connected speech in the sense that many words with [ð] in their citation form are pronounced with stop closure and a noticable release burst, i.e. they are pronounced with [d]. An important question for future research is whether the presence of alternations of this type is found only or primarily in connected speech impact perception. Here we confine the discussion and subsequent interpretation to alternations that are apparent in carefully produced forms.} The situation is reversed in Spanish, where [ð] and [d] alternate with each other (un [d]edo “a finger”, tu [ð]edo “your finger”) while [r] doesn’t alternate with either. Boomershine et al. found that English listeners rated [r] and [d] as more similar to each other than Spanish listeners did, while [ð] and [d] were more similar for Spanish listeners than for English listeners. Interestingly, Boomershine et al. also found these cross-linguistic patterns of perceptual similarity in reaction time in a speeded discrimination task, like the one that we report here in experiment 2.

The present paper presents the results of two experiments that explore the language-specificity of speech perception, looking at similarities and differences in how American English- and Dutch-speaking listeners discriminate the voiceless fricatives [f θ s s x h] in a subjective similarity rating task (experiment 1) and in a speeded discrimination task (experiment 2).

The phonemic inventory of Dutch (Booij, 1995; Cohen et al., 1972; De Groot, 1968) includes the velar fricative [x] and does not include [ʃ] or [θ]. English on the other hand does use [ʃ] and [θ] to contrast words but does not include [x]. We expect then, given these descriptions of the inventories of contrastive sounds and previous research on second language speech perception, that Dutch speakers will have greater sensitivity to [x] than will English speakers and that English listeners will be more sensitive to the phonetic properties of [ʃ] and [θ]. These predictions depend though on whether listeners identify nonnative fricatives with fricatives that they are familiar with. For example, we might expect that English listeners would hear [x] as a variant of [h] because of the acoustic similarities between these sounds. The possibility that English /h/ is sometimes said with velar frication, e.g. in “who”, may also be a factor. If English
listeners make this association then we would expect that [x] and [h] would be more phonetically similar to them than they are for Dutch-speaking listeners (see Best, 1995; and Flege, 1995 for detailed discussion of these issues). Similarly, we might expect that Dutch listeners would have lowered perceptual sensitivity to [θ] particularly in contrast with [f] which they do have. The case of [ʃ] in Dutch is different from [x] in English or [θ] in Dutch where the fricatives do not appear in one of the languages’ phonological inventory. This is because phonetic [ʃ] is found in Dutch just as it is in English. For example, the CELEX Dutch lexicon encodes [ʃ] along with [f s x h] as one of the phonetically transcribed fricatives of Dutch. Indeed, Nooteboom & Cohen (1976, p. 144) transcribe Dutch with [ʃ], arguing that words such as meisje [ʃ] “girl”, sjaal [ʃ] “shawl”, chef [ʃ] “chef, boss”, and sjouwen [ʃ] “carry” prove that [ʃ] is a contrastive sound in Dutch - though only found now in borrowed words or words of Frisian origin (e.g. sjouwen). However, other analysts (Booij, 1995; Cohen et al., 1972; De Groot, 1968) have noted that [s] and [ʃ] do alternate in diminutive forms like “girl” above (poes [s] “cat” - poesje [ʃ] “kitten”, tas [s]“bag” - tasje [ʃ] “small bag”) and in connected speech when [s] and [ʃ] are adjacent across word boundaries (was je [ʃ] “were you”, zes januari [ʃ] “January the 6th”). So, on the one hand, Dutch speakers do have extensive experience hearing [ʃ] and in some words [ʃ] does not alternate with [s] making it reasonable to simply represent the word with an underlying phonemic [ʃ]. However, on the other hand, some instances of [ʃ] do alternate with [s] as if [ʃ] is a contextual variant of [s]. One aim in conducting the experiments reported was to determine the perceptual consequences of such phonological ambiguity².

2. Experiment 1: Rated perceptual similarity.

Experiment 1 used a perceptual similarity rating task to study the role of linguistic structure in phonetic similarity without requiring that nonnative speakers be “learners” in the process of acquiring a second language (L2). By not requiring that listeners identify sounds we avoid dependence upon listeners’ skill in using the spelling system of a new language and also avoid different levels of familiarity or study of the L2. Previous research (Huang, 2004; Boomershine Smits et al. (2003) provided part of the answer. They found an asymmetry in [ʃ] and [s] labeling that seems to be related to their phonological status - 14.5% of [ʃ] tokens (in VC diphones when the vowel and only 1/3 of the fricative was played in a gating task) were identified as “s”, while only 3.3% of [s] tokens were identified as “sj”. Interestingly, a similar though less striking asymmetry was also observed for [x] and [h] - 5.9 of [x] were identified as “h” while less than 1% of [h] were identified as “x”.

² Smits et al. (2003) provided part of the answer. They found an asymmetry in [ʃ] and [s] labeling that seems to be related to their phonological status - 14.5% of [ʃ] tokens (in VC diphones when the vowel and only 1/3 of the fricative was played in a gating task) were identified as “s”, while only 3.3% of [s] tokens were identified as “sj”. Interestingly, a similar though less striking asymmetry was also observed for [x] and [h] - 5.9 of [x] were identified as “h” while less than 1% of [h] were identified as “x”.

305
et al. in press) has shown that the perceptual similarity rating task does reveal cross-linguistic
differences that relate to phonological differences between languages. Phonetic similarity has also
been studied using an “implicit” labeling task in which listeners hear three tokens and indicate
whether the middle token is more similar to the first or the third in the triad (e.g. Harnsberger,
2001). We feel that the similarity rating task is preferable to this AXB identification task
because it is less memory intensive and is more efficient in that listeners provide a gradient, more
informative, response on each trial.

2.1. Method

Participants. Sixteen American English speakers (5 male, 11 female) participated in
experiment 1. These participants were college undergraduate students who received partial
course credit for their participation in the experiment, and none of them reported any past or
present speech or hearing disorders.

Twelve Dutch speakers (6 female, 6 male) participated in experiment 1. Their ages and
number of years in the US are listed in table 1. The Dutch participants were paid $10 for their
participation and none of them reported any past or present speech or hearing disorders.

Table 1. Characteristics of the Dutch listeners in Experiment 1. AOL = Age
when listener started English instruction.

<table>
<thead>
<tr>
<th>listener</th>
<th>age</th>
<th>AOL</th>
<th>Gender</th>
<th>years in US</th>
</tr>
</thead>
<tbody>
<tr>
<td>501</td>
<td>60</td>
<td>NA</td>
<td>F</td>
<td>&lt;1</td>
</tr>
<tr>
<td>504</td>
<td>27</td>
<td>12</td>
<td>M</td>
<td>4</td>
</tr>
<tr>
<td>505</td>
<td>25</td>
<td>NA</td>
<td>M</td>
<td>4</td>
</tr>
<tr>
<td>508</td>
<td>19</td>
<td>NA</td>
<td>M</td>
<td>4</td>
</tr>
<tr>
<td>509</td>
<td>24</td>
<td>NA</td>
<td>F</td>
<td>5</td>
</tr>
<tr>
<td>001</td>
<td>18</td>
<td>8</td>
<td>M</td>
<td>2</td>
</tr>
<tr>
<td>002</td>
<td>24</td>
<td>8</td>
<td>M</td>
<td>&lt;1</td>
</tr>
<tr>
<td>003</td>
<td>40</td>
<td>12</td>
<td>F</td>
<td>11</td>
</tr>
<tr>
<td>004</td>
<td>29</td>
<td>12</td>
<td>F</td>
<td>4</td>
</tr>
<tr>
<td>005</td>
<td>27</td>
<td>10</td>
<td>F</td>
<td>&lt;1</td>
</tr>
<tr>
<td>006</td>
<td>18</td>
<td>6</td>
<td>F</td>
<td>12</td>
</tr>
<tr>
<td>007</td>
<td>19</td>
<td>7</td>
<td>M</td>
<td>&lt;1</td>
</tr>
</tbody>
</table>
Stimuli. Eighteen disyllabic vowel-fricative-vowel stimuli were used in this experiment. They were composed of the six fricatives [f θ s s x h] embedded in three vowel environments [a_ a], [i_ i], and [u_ u]. The first author was recorded saying multiple instances of the eighteen disyllabic sequences that result from placing each of the six fricatives into the three vowel environments. We then selected for the experiment one instance of each VCV so that the tokens were approximately matched on intonation pattern (H* accent on the first syllable and LL% over the second syllable), and duration. Table 2 shows the vowel and fricative durations of the stimuli.

Table 2. Durations (in milliseconds) of the first vowel (V1), the fricative (Fric), second vowel (V2), and the total duration of the stimulus, for each of the stimuli used in the rating and discrimination conditions.

<table>
<thead>
<tr>
<th></th>
<th>V1</th>
<th>Fric</th>
<th>V2</th>
<th>total</th>
</tr>
</thead>
<tbody>
<tr>
<td>afa</td>
<td>186</td>
<td>141</td>
<td>200</td>
<td>527</td>
</tr>
<tr>
<td>ifi</td>
<td>235</td>
<td>144</td>
<td>154</td>
<td>533</td>
</tr>
<tr>
<td>ufu</td>
<td>198</td>
<td>171</td>
<td>209</td>
<td>578</td>
</tr>
<tr>
<td>atha</td>
<td>185</td>
<td>157</td>
<td>148</td>
<td>490</td>
</tr>
<tr>
<td>ithi</td>
<td>172</td>
<td>204</td>
<td>224</td>
<td>600</td>
</tr>
<tr>
<td>uthu</td>
<td>175</td>
<td>140</td>
<td>224</td>
<td>539</td>
</tr>
<tr>
<td>asa</td>
<td>174</td>
<td>187</td>
<td>223</td>
<td>584</td>
</tr>
<tr>
<td>isi</td>
<td>184</td>
<td>192</td>
<td>217</td>
<td>593</td>
</tr>
<tr>
<td>usu</td>
<td>195</td>
<td>165</td>
<td>189</td>
<td>549</td>
</tr>
<tr>
<td>asha</td>
<td>180</td>
<td>166</td>
<td>206</td>
<td>552</td>
</tr>
<tr>
<td>ishi</td>
<td>181</td>
<td>171</td>
<td>241</td>
<td>593</td>
</tr>
<tr>
<td>ushu</td>
<td>175</td>
<td>177</td>
<td>218</td>
<td>570</td>
</tr>
<tr>
<td>axa</td>
<td>156</td>
<td>168</td>
<td>157</td>
<td>481</td>
</tr>
<tr>
<td>ixi</td>
<td>189</td>
<td>186</td>
<td>222</td>
<td>597</td>
</tr>
<tr>
<td>uxu</td>
<td>174</td>
<td>161</td>
<td>205</td>
<td>540</td>
</tr>
<tr>
<td>aha</td>
<td>180</td>
<td>148</td>
<td>212</td>
<td>540</td>
</tr>
<tr>
<td>ihi</td>
<td>215</td>
<td>144</td>
<td>221</td>
<td>580</td>
</tr>
<tr>
<td>uhu</td>
<td>163</td>
<td>160</td>
<td>206</td>
<td>529</td>
</tr>
</tbody>
</table>

Procedure. Taking all pairs of the six fricatives gives 6^2=36 pairs, with 6^2 - 6=30 DIFFERENT pairs and 6 SAME pairs for each of the 3 vowels [i], [a], and [u]. The SAME pairs were each presented twice so that there were 42 trials per vowel (30 DIFFERENT pairs and 12 SAME pairs). Listeners heard each of the AX trials (42 trials per vowel) three times for a total of 378 trials, with an interstimulus interval of 100 ms between the A and X stimuli. The 378 trials
were randomized separately for each listener. Listeners had 5 seconds to respond with a button press rating the pair on a 5 point scale from “very similar” (1) to “very different” (5). They were not given feedback. The session began with four practice trials after which listeners were given a chance to ask questions about the task before proceeding to the test trials.

2.2. Results

The rating scores were analyzed in a repeated measures analysis of variance with the between-listeners factor native language (English vs. Dutch) and the within-listeners factors vowel (/i/, /a/, or /u/) and fricative pair (15 comparisons). The vowel main effect was significant (F[2,52] = 65.3, p < 0.01) as was the fricative pair main effect (F[14, 364] = 94.5, p < 0.01). The fricative pair by vowel interaction was also reliable (F[28, 728] = 15.5, p < 0.01). We also found a fricative pair by language interaction (F[14,364]=3.8, p < 0.01), and the three-way, pair by vowel by language, interaction was also significant (F[28,728]=1.6, p<0.05).

Figure 1 shows the fricative pair by language interaction, and in this figure we see that the main points of difference between the Dutch and English listeners were with pairs that contrasted [s] and [ʃ] (labeled “s_sh” on the horizontal axis of the graph), pairs that contrasted [s] and [θ] (labeled “s_th”), and pairs that contrasted [ʃ] and [θ] (labeled “sh_th”).
Figure 1. Results of Experiment 1 showing the language by fricative pair interaction. Rating scores given by Dutch-speaking listeners are plotted with a solid line and an open circle, while scores given by English-speaking listeners are plotted with a dashed line and open triangles. In the pair labels, “sh” is used to indicate [ʃ] and “th” is used for [θ]. Pairs marked with “***” or “**” showed a significant language difference in a planned comparison at p<0.01 and p<0.05 respectively.

Figure 2 shows the pair by vowel by language interaction. The three pairs for which Dutch and English listeners differed in the pair by language interaction also differed in the [i_i] environment. In the [u_u] environment the only language effect was for the s/θ pair. While in the [a_a] environment Dutch and English listeners differed only for the s/ʃ pair.
Figure 2. Results of Experiment 1 for the vowel by pair by language interaction. Pairs for which Dutch and English listeners differed are marked as in Figure 1.
2.3. Discussion

In this experiment, we found that Dutch listeners rated [s] and [ʃ] more similar to each other than did English listeners. This pattern was reliably present for [isi]/[iʃi] and [asa]/[aʃa] and we observed a trend in this direction for [usu]/[uʃu]. This finding accords with a growing number of studies that suggest that phonological alternation influences speech perception by reducing contrast between phones that stand in alternation with each other. Of interest here is the phonological ambiguity of [s] and [ʃ] in Dutch, because they contrast in some lexical pairs and alternate in others. The results of this similarity rating experiment suggest that phonological alternation has a powerful impact on speech perception. For our Dutch listeners, we found the perceived phonetic difference between [s] and [ʃ] to be reduced, relative to the phonetic difference reported by English speakers, both in a context where [s] becomes [ʃ] (e.g. before [i]) and in environments where [s] and [ʃ] may contrast (e.g. before [a] in *sjaal* “shall” and *saal* a pronunciable nonword). It is interesting that perceptual distance was reduced even though there are forms in Dutch where [s] and [ʃ] do not alternate.

In addition to this effect of phonological alternation, the different phonological inventories of Dutch and English are also related to differences between Dutch and English listeners’ perception of [θ]. Dutch listeners rated [θ] as more similar to [s] than did English listeners both for the [isi]/[iθi] and the [usu]/[uθu] pairs. Dutch listeners also rated [iʃi]/[iθi] as sounding more similar than did English listeners. In these pairs, Dutch listeners found [θ] to be less distinct than did English listeners. It may be that our Dutch listeners were attending more to the vowel formant transitions of [θ] than to the fricative noise (McGuire, 2007). Interestingly, this effect of phonological inventory was not found across the board for all pairs involving [θ]. For example, we might have expected [θ] and [ʃ] to be more confusable for Dutch than for English listeners and though the average ratings do trend in this direction in [ufu]/[uθu] and [afa]/[aθa] these differences were not significant. It might be that for highly confusable pairs such as [ʃ]/[θ] the rating task is not sensitive to language differences because a floor effect on rating scores obscures any differences between the Dutch and English listeners. Note in support of this interpretation that the [ʃ]/[θ] pairs that show the largest (though still nonsignificant) Dutch vs. English differences have higher, more “different” average ratings.

Another inventory difference that led us to expect perceptual differences did not have an
effect. This is the presence of [x] in Dutch and the lack of a velar fricative in English. The pattern of [x] in the perception results is different from [θ]. While we saw no language difference for [f]/[θ] there were indications that the Dutch and English listeners differed in how they perceive [θ]. With [x] we found that none of the pairs involving [x] showed any difference between the Dutch and English listeners - not the highly similar pair [x]/[h] or any of the the less similar pairs. This suggests that the two groups of listeners were on an even footing when faced with these stimuli, and this may have been due to their non-nativeness for both group of listeners, because the test tokens were produced by a native speaker of American English. Thus, while the [θ] productions were produced by a native speaker of English the [x] productions were not produced by a native speaker of Dutch.

We explored the perceived nativeness of the stimuli in a small additional study. We asked four Dutch speakers and four American English speakers (drawn from the same populations as in experiment 1) to judge the “nativeness” of each of the stimuli used in experiment 1. Listeners used a five-point scale where a rating of 5 indicated that the stimulus was a native sound produced by a native speaker and 1 indicated that the stimulus was not native at all. Each listener judged each stimulus token once.

The average “nativeness” ratings are shown in table 3. Overall, Dutch listeners gave lower average ratings than did American English listeners (2.8 versus 3.3 respectively). For Dutch listeners, both [θ] and [f] received low nativeness ratings while for English listeners only [x] had particularly low nativeness ratings, and even here one token [uxu] sounded native to these listeners - probably being taken as an instance of /uhu/. For the Dutch listeners [x] and [h] had about the same degree of middling non-nativeness - not as native-sounding as the [s] or [f] stimuli, but also not as clearly non-Dutch as [θ]. Perhaps some explanation for the lack of a language difference for [x] lies in the fact that the speaker of these tokens is not a native speaker of Dutch, but listeners’ explicit judgements of how “native” these sounds are doesn’t support this conclusion. We have noted that [x] didn’t sound particularly native to Dutch listeners, but it is also apparent that [θ] didn’t sound particularly native to English listeners. So there is little reason to conclude that the native language of the speaker who produced these tokens explains the lack of a difference between Dutch and English listeners for [x].
Table 3. Average “nativeness” ratings for stimuli of experiment 1 as provided by four speakers of Dutch and four speakers of English. A rating of 5 indicates the token is a native sound produced by a native speaker, and a rating of 1 indicates that the token is not native at all.

<table>
<thead>
<tr>
<th></th>
<th>a</th>
<th>h</th>
<th>s</th>
<th>j</th>
<th>θ</th>
<th>x</th>
</tr>
</thead>
<tbody>
<tr>
<td>Dutch</td>
<td>4.25</td>
<td>3.25</td>
<td>4.25</td>
<td>2.5</td>
<td>1.5</td>
<td>3.75</td>
</tr>
<tr>
<td></td>
<td>3</td>
<td>2.25</td>
<td>3.75</td>
<td>2.25</td>
<td>1.5</td>
<td>2.75</td>
</tr>
<tr>
<td></td>
<td>3.25</td>
<td>2.25</td>
<td>3.5</td>
<td>2.75</td>
<td>1</td>
<td>2.33</td>
</tr>
<tr>
<td>English</td>
<td>5</td>
<td>3.5</td>
<td>4</td>
<td>4</td>
<td>2.5</td>
<td>1.25</td>
</tr>
<tr>
<td></td>
<td>2.75</td>
<td>4.5</td>
<td>4.5</td>
<td>3.5</td>
<td>3.5</td>
<td>1.25</td>
</tr>
<tr>
<td></td>
<td>3.25</td>
<td>4</td>
<td>4</td>
<td>3</td>
<td>2</td>
<td>3.25</td>
</tr>
</tbody>
</table>

3. Experiment 2 - Speeded Discrimination.

The main results of experiment 1 are clear. Dutch and English listeners judge the phonetic similarity of fricatives differently and these differences are tied to the differing phonologies of Dutch and English - particularly the absence of [θ] in the Dutch phoneme inventory and the presence of phonological alternation between [s] and [ʃ] in Dutch. These are effects observed when listeners are allowed to introspect about the sounds presented in an experimental trial. Experiment 2 was designed to by-pass this level of conscious introspection in an attempt to observe possible language effects in a less explicitly linguistic task.

There is evidence suggesting that linguistic experience affects speech perception by warping low-level auditory processing (Guenther, et al., 1999). For example, Boomershine et al. (in press) found that Spanish-speaking and English-speaking listeners showed reaction time differences in a speeded discrimination task that mirrored differences found in a similarity rating task. As we argue below, response patterns in the speeded discrimination task are much more likely to show the effects of auditory/perceptual warping than are responses in the similarity rating task. Similarly, Huang (2004) found language differences for tone perception in a low-uncertainty fixed discrimination task. Krishnan et al. (2005) have also found that the brain stem “frequency following response” to Mandarin tones is different (more accurate and less variable) for speakers of Mandarin than for speakers of English. Together, these findings suggest that linguistic
experience may influence speech perception by altering auditory response to speech by tuning
the auditory path way to be particularly sensitive to the phonetic patterns that are used in one’s
native language.

Experiment 2 was designed to test for linguistic differences in lower-level auditory processing
in fricative perception by Dutch and English-speaking listeners. Additionally, we noted in
experiment 1 that Dutch and English listeners responded with very similar rating judgments for
pairs ([f]/[θ] and [x]/[h]) which are contrastive in one language and not in the other. So this
experiment was designed to explore the auditory basis of the similarities of the Dutch and English
listeners of experiment 1.

3.1. Methods

Participants. Nineteen American English speakers (12 female, 7 male) participated in
experiment 2. These participants received partial course credit for their participation in the
experiment, and none of them reported any past or present speech or hearing disorders. Data
from two participants (1 male, 1 female) were removed because English was not their native
language.

Fifteen Dutch speakers (9 male, 6 female) participated in experiment 2. Their age at the time
of the experiment, age at the onset of English language instruction, and number of years in the US
are listed in table 4. The Dutch participants were paid $10 for their participation and none of
them reported any past or present speech or hearing disorders. Nine of the Dutch participants in
this experiment also participated later in experiment 1 - with a gap of about 3 months between
participation in experiment 2 and experiment 1. Dutch listener number 10 was born and grew up
in the US speaking Dutch in the home. This listener rated her proficiency in speaking and hearing
Dutch as four on a four-point scale, and three for reading and writing.

Table 4. Characteristics of the Dutch listeners in Experiment 2. AOL = Age when
the person started English instruction. * = these listeners also participated in
Experiment 1.
### Stimuli

The same stimuli that were used in Experiment 1 were also used in this experiment.

### Procedure

The speeded AX discrimination task that we used in experiment 2 has a low memory load with a short 100 ms ISI (Pisoni & Tash, 1974). Additionally, Fox (1984) showed that lexical effects in speech perception are eliminated by fast responding. He found that when listeners responded within 500 ms. of the onset of a stimulus there was no lexical effect in continuum labeling (Ganong, 1980). Therefore, in this experiment listeners were given an AX discrimination task, with a 100 ms ISI and a 500 ms. response deadline. This condition was designed to elicit responses that tap a low-level auditory/perceptual representation of speech.

The listener’s task was to identify the last member of a pair of stimuli (X) as the “same” as (physically identical) or “different” from the first member (A) of the pair. The stimuli were presented in the clear (no added background noise) at a comfortable listening level with an interstimulus interval of 100 ms. For most comparisons listeners could achieve almost perfect performance in this task, and the overall performance across all listeners and stimulus pairs was 95% correct. Reaction time was measured for each response, and following Shepard et al. (1975), Nosofsky (1992) and others, reaction time was taken as a correlate of perceptual distance, where longer responses to “different” pairs are taken as an indication that it was relatively difficult to hear the difference between the stimuli, and short reaction times indicate that the difference was
more salient. Reaction time was measured from the onset of the fricative noise in the second VCV stimulus of each pair.

Listeners in the speeded discrimination task were given feedback on every trial. They were shown their reaction time (from the onset of the X stimulus) and their overall percent correct score. We emphasized speed of responding, asking listeners to keep their reaction times to 500 ms. or less.

3.2. Results and Discussion

In a repeated measures analysis of variance of the log reaction times for correct “different” responses, there was a vowel main effect ($F[2, 11] = 18.9, p<0.01$), a fricative pair main effect ($F[14, 393] = 15.8, p < 0.01$), and a pair by vowel interaction ($F[28, 888] = 3.4, p< 0.01$). None of the interactions involving the language of the listener reached significance, though the pair by language interaction was close ($F[14, 393]=1.6, p=0.071$). Visual inspection of the pair by language interaction indicated that this marginally significant interaction was due to longer reaction times for American English listeners for the hardest pairs [f]/[θ] and [h]/[x], rather than any pattern that matches the language by pair interaction that was found in experiment 1 (Figure 1). This nominal difference between language groups may be an indication that the Dutch listeners were trying harder to keep their reaction times under 500 ms. even when the discrimination judgment was difficult to make.

Some recent research has found effects of the listener’s language in both a similarity rating task and in an AX discrimination task (Boomershine et al., in press; Huang, 2004), but in this study we found that the listener’s language only affected the results of our similarity rating task - the AX discrimination reaction times showed no significant effect of listener’s language. One difference that may be important for understanding the difference between these earlier studies and this one is that in this speeded discrimination experiment we emphasized speed of responding. The observed reaction times (figure 3) were between 500 and 800 ms. This is faster than the reaction times seen in Boomershine et al. for consonant discrimination where a language effect was found in AX discrimination. On the other hand, Huang’s listeners also produced reaction times between 500 and 800 ms. but nonetheless showed a language effect. The fact that highly salient lexical tones were being distinguished may have something to do with her finding a language effect even for fast responding, but more research is needed to understand the experimental situations that will result in language effects in experiments like these.
Figure 3. Reaction times for correct “different” responses in experiment 2 averaged over the native language of the listener. Reaction times for different consonant pairs (regardless of which consonant was in the X position) is shown on the horizontal axis, and pairs in the [i_i] environment are plotted with open circles, pairs in the [a_a] environment are plotted with open triangles, and pairs in the [u_u] environment are plotted with asterisks.

The experiment 2 “pair by vowel” interaction is shown in Figure 3. The parallels between the reaction time data shown in this figure and the average similarity ratings that were obtained in experiment 1 are striking. For example, in the rating data (Figure 2) we found that the phonetic difference between [uhu] and [uxu] was smaller than the phonetic difference [ufu] between [uθu], while in the [i_i] environment the opposite trend was found - the difference between [ihi]/[ixi] was larger than the difference between [ifi]/[iθi]. This pattern is also apparent in the reaction time data in figure 3. RT for “different” responses to [uhu]/[uxu] were longer than to [ufu]/[uθu] while RT for “different” responses to [ifi]/[iθi] was longer than to [uhl]/[uxu]. To quantify the similarity between the results of experiments 1 and 2 we calculated correlations between the RT data in figure 3 and the rating data in figure 2 comparing data from vowel environments across the experiments. These correlations are shown in Table 5. This table shows that, for each vowel
environment, the similarity rating data that best fits the “different” reaction time data is the data found in the same vowel environment.

Table 5. Correlations between (log) reaction time in Experiment 2 and rated similarity in Experiment 1 for pairs in different vowel environments.

<table>
<thead>
<tr>
<th>Phonetic similarity</th>
<th>a_a</th>
<th>i_i</th>
<th>u_u</th>
</tr>
</thead>
<tbody>
<tr>
<td>a_a</td>
<td>-0.86</td>
<td>-0.80</td>
<td>-0.77</td>
</tr>
<tr>
<td>Reaction time</td>
<td>i_i</td>
<td>-0.90</td>
<td>-0.96</td>
</tr>
<tr>
<td>u_u</td>
<td>-0.68</td>
<td>-0.63</td>
<td>0.87</td>
</tr>
</tbody>
</table>

In summary, Experiment 2 has two main results. The first is that we found no consistent effect of the language of the listener. Dutch and English listeners showed similar reaction time patterns in this experiment, suggesting that this experiment was successful in measuring the raw auditory distances between these stimuli without influence from the listener’s native language. The second main finding is that the reaction time patterns found in this experiment are highly correlated with the phonetic similarity ratings found in experiment 1. These findings suggest that (1) the language differences found in experiment 1 are not due to low-level linguistic warping of the auditory system, though previous research clearly demonstrates that such warping does occur in some circumstances, and (2) that responses in the phonetic similarity rating task of experiment 1 were highly influenced by raw auditory similarity.

4. Conclusion

Best (1995) posited that during perception foreign sounds are compared with the phonetic inventory of the speaker’s native language and “assimilated” to the native inventory in one of several ways. For example, the foreign [θ] for Dutch listeners appears to have been assimilated to [s], perhaps on the basis of similarity in their vowel formant transitions, even though for both Dutch and English listeners [θ] is more auditorily similar to [ʃ]. (In addition to similarity in the vowel formant transitions of [θ] and [s], here it may also be important to note that phonetic similarity may encompass visual, motor, and auditory properties.) The perceptual assimilation
process by which phonetic input is related to the listener’s linguistic knowledge involves an initial comparison (in this or any other plausible model) that must rely on a mechanism that permits foreign sounds and native sounds to be phonetically compared. Whether the comparison mechanism operates using an auditory or gestural code (as Best suggests) is open to debate, but the findings of this study contributes to the emerging consensus that linguistic/phonological knowledge is phonetically very rich.

However, cross-linguistic phonological differences extend far beyond basic differences in phoneme inventories. For example, while Dutch and English have an [f] sound, [s] and [f] are always contrastive in English, but in Dutch [f] is often derived from [s] and alternates with [s] in related forms such as [tas] “bag” and [taʃ] “little bag”. This linguistic difference is reflected by listeners’ similarity rating judgments in experiment 1, thus emphasizing that phonetic similarity is related to phonological patterning. So in addition to accounting for cross-linguistic perceptual differences that arise from the inventory of phonological contrasts in a language we must be able to account for effects that show sensitivity to more complex phonological patterns of contrast and alternation.

The experiments described in this report highlight three components of phonetic similarity - auditory distance, inventory of contrasts, and patterns of alternation. These components of phonetic similarity, which arise from the physics of speech and the deployment of speech sounds in a language’s lexicon, form a phonetic basis for phonological features.

We found in these experiments that the perceptual distance between tokens in a similarity rating experiment is influenced by the raw auditory contrast between the two stimuli. The fact that rating judgments from experiment 1 were so highly correlated with reaction times in experiment 2 (together with the assumption that reaction time was a prelinguistic measure of auditory contrast) lends support to the notion that the phonetic similarity judgments in experiment 1 were largely based on raw auditory similarity. Though English does not have [x] as a phonological category, English native-speakers, like Dutch native-speakers rated it as more similar to [h] than to other sounds. Similarly, the Dutch speakers’ lack of [θ] in their native inventory did not keep them from patterning with English listeners in rating [θ] as more similar to [f] than to other sounds. This component of phonetic similarity may be considered linguistically universal because it provides a prelinguistic basis for phonetic similarity.

Beyond investigating the acoustic basis for distinctive features, the experiments here also lead
to the conclusion that the presence or absence of a sound in the words of a language also influences phonetic similarity. We saw this particularly with [θ] which is not used in Dutch. Although [θ] and [f] were judged to be equally similar by English-speaking and Dutch-speaking listeners (compare this with findings for English [r]/[l] presented to Japanese speakers) we did find that Dutch speakers judged [θ] to be more similar to [s] and [ʃ] than did English speakers. Although a definitive explanation of this result cannot be given at this time, we could speculate that our Dutch listeners as bilinguals in English were aware of [θ] and called up visual and perhaps motor phonetic experience to supplement their limited auditory experience with this sound - reporting a combination of visual, motor, and auditory phonetic similarity. Another speculation about this finding is that our Dutch listeners are aware of some conventionalized non-native pronunciations of English words in which [θ] is replaced by [s] and thus report as a part of phonetic similarity a conventional relationship between the sounds. Regardless of what explanation is correct, the results of the experiments make it clear that the inventory of contrastive sounds in the native language influences phonetic similarity.

The third component of phonetic similarity that we have seen in these experiments is related to the patterns of alternation of sounds in language. The observation here, which has been made before (Harnsberger, 2001; Hume & Johnson, 2003; Boomershine et al., in press), is that even when listeners have experience with sounds - having to recognize them and produce them in their native language - when the sounds alternate with each other in the language’s phonology they are phonetically more similar than when they don’t. Dutch listeners judged [s] and [ʃ] to be more similar to each other than did English listeners. This case is interesting also because of the phonological ambiguity of [ʃ] in Dutch. It alternates with [s] in morphologically related words and in fast speech pronunciation, but it also appears in non-alternating forms in borrowed words and dialectal variants. Our result is that people definitely do not perceive speech in terms of phonemes (a view that has been attributed to the American structuralists). For example, Dutch listeners do hear the difference between [s] and [ʃ], but phonological alternation reduces the phonetic separation of the sounds.

Our conclusion leads us to a somewhat circular view of the relationship between phonetics and phonology (see also Hume & Johnson, 2001). We conclude that phonetic similarity, while largely determined by physical properties of sounds (here particularly acoustic properties), is also partly determined by the listener’s linguistic experience of sounds in language - the inventory
of contrastive sounds and the patterns of phonological alternation in his/her native language. The circularity is that this phonetic similarity which is partly determined by phonological facts is in turn a basis for phonological patterns. Seen from a purely synchronic point of view it makes no sense to speak of phonetic similarity as simultaneously the result and cause of phonological patterning, but when phonology is viewed as the product of a complex diachronic process the circularity of our perspective is just a reflection of the cycle of language acquisition and transmission. Phonological patterns contribute to phonetic similarity for the present generation, which is then a basis for the development of new phonological processes in a later generation. We have shown here that phonetic similarity is at least partly determined by phonological patterning, and we have gone some way toward measuring the degree to which phonetic similarity is determined by three different components of similarity. If distinctive features (and the natural classes they capture) are grounded at all in phonetic similarity and if phonetic similarity does at all derive from phonological patterning, then the circularity of our view is correct, the system is circular. Thus, to understand phonology we must study it from a diachronic perspective.

Acknowledgements
This research was supported by NIH grant R01 DC004421-05. Earlier versions of this project were presented to the Texas Linguistics Society in 2003, and the Fall 2006 meeting of the Acoustical Society of America, and to the Department of Linguistics and the Department of Psychology at UC Berkeley and the Department of Linguistics at Stanford University. We appreciate very much the comments and suggestions given by colleagues at these presentations. Discussions with Sheila Blumstein, Grant McGuire, and Sharon Inkelas have also improved the paper, though of course the remaining mistakes are ours. A preliminary report of a portion of these results was published in Johnson (2004).

References


